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Presentation Outline

Basic Concepts and Recommendations:
Dynamic Resource Sharing

Resource Settings per VM

DRS Clusters and Resource Pools
Planning and Design

ESX Server CPU and RAM Sizing
Storage Planning

Network Planning

Performance Analysis and Tuning

CPU, RAM, Disk, Network analysis with esxtop
Advanced Disk and Network Settings

Real Examples — provided throughout!

—

Basic Concepts and Recommendations — most of this is
tidbits added

Resource sharing ESX Server: CPU, RAM, disk, network

a quick review for the audience, with a couple of
Available Resource settings per VM and typical recommendations

DRS Clusters and Resource Pools and typical recommendations

= Planning and Design — first step to performance tuni
Sizing the ESX server

new
ng and resource management
Estimating CPU and RAM resources used directly by VMs
Adding resources for virtualization overhead
Storage design / Recommendations
Tiered storage
Network design

Typical SAN performance settings — such as cache
Separation of network traffic
Nic Teaming

> Performance Analysis and Tuning

Gathering statistics with esxtop (resxtop)
Interactively

Batch mode — collect to a csv file — view with perfmon
Configuring esxtop with command file
Analyzing cpu

Main esxtop counters

Advanced cpu settings
Analyzing ram

Main esxtop counters

Advanced ram settings
Analyzing disk i/o

Main esxtop counters — keep it simple, discuss F/C, not iSCSI or NAS
Advanced disk i/o settings
Hba queue size settings

Vm max outstanding requests

vDevice options — paravirtualized??, LSI versus Bus Logic
Real world examples
Analyzing network i/o

Main esxtop counters
Advanced network settings

VIMW @ hash vs Port Based — stacked hubs for no single point of failure

vNic options - Flexible, enhanced VMXNET, and paravirtualized



Virtually anything
is possible.

Basic Concepts and
Recommendations
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Quick Review: Resource Sharing in ESX Server

Four Main Resource
Types

CPU

RAM

Disk 1/0
Network 1/0

1 GB P-RAM

Consider what happens
when we over commit on
RAM and CPUs for VMs.

The VMware ESX Server is designed to dynamically sh  are Processor, Memory, Disk 1/0, and
Network I/O resources among the running VMs in ave  ry efficient manner, with little
overhead. It allows for the over commitment of CPU and RAM. For example, as illustrated,
four VMs could be configured to use a total of 4 GB of virtual RAM (VRAM) on a host that is
configured with only 1 GB of physical RAM. The VMs could be configured with six virtual
CPUs (vCPUs) although the host is only configured w ith two physical CPUs (pCPUS).

Let's quickly review how the VMkernel manages this sharing and over commitment.
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Quick Review: CPU Sharing

Virtual CPUs map to physical CPU cores

At any instance, only one VCPU can be scheduled to execute
commands on a specific PCPU core

Whenever a VCPU is made to wait, it accumulates Ready Time
Migrations Can Occur Every 20 Milliseconds

Hyperthreading — CPUs Split into Two Logical CPUs
Multi-VCPUs from a single VM must be scheduled simultaneously

Service
Console

CFU 2 CFU3

= On hardware without hyperthreading, each virtual CP U (vCPU) is mapped to a physical
CPU core (pCPU). On hyperthreaded hardware, eachv CPU is mapped to a logical CPU
(hardware execution context). Whenever a virtual m  achine’s monitor, which is a process
running in the vmkernel, determines that the VM’'sv  irtual CPU needs to be scheduled on
the pCPU to execute specific commands, it sendsar  equest to the vmkernel. If the pCPU is
available, the vCPU is immediately serviced and con  sequently runs the required
commands. However, if the pCPU is busy, then the vC  PU has to wait until the vmkernel
grants the request.

Whenever a vCPU is ready to be scheduled to execute ~ commands but has to wait, the
amount of time spent waiting is referred to as CPU Ready Time (i.e., Ready to execute, but
forced to wait). Ready Time is the clearest indicato  r of processor contention.

The Service Console, which is the management compon  ent and provides all administration
and monitoring related services, can only run on CP U 0. Itis never migrated to other
processor cores.

> The vmkernel reevaluates the current mapping of vNi  ¢s to pNics every 20 milliseconds and
makes any changes it deems necessary to improve the load balance and minimized ready
time accumulation.

Vv

v

> For more details, see the Resource Management Guide  — Chapter 9:
http://lwww.vmware.com/pdf/vi3_301_201 resource_mgmt  .pdf

> For multi-processor (multi vCPUs) VMs, whenever one VvCPU is scheduled, all vCPUs must
be simultaneously scheduled on separate pCPUs (or|  ogical CPUS).

> NEW IN ESX 3: technically, the cVPUs for a multi-p  rocessor VM are not always scheduled
simultaneously, as explained on the next slide.
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Multiprocessor VMs

ESX Server 2.x uses strict co-scheduling
ESX Server 3.x uses relaxed co-scheduling

Recommendation: when sizing the ESX Server, assume
that all of the vCPUs for a specific VM must be scheduled
simultaneously.

Vv

ESX Server 2.x used strict co-scheduling for vCPUS, where the vmkernel tries to schedule
all vCPUs for a VM as close to simultaneously as po  ssible. If one vCPU fall behind for
more than a few milliseconds, it is considered to b e skewed. When this occurs, all other
vCPUs will be descheduled until all the VM’s vCPUs can be rescheduled simultaneously.

Beginning with 3.x, ESX now uses relaxed co-schedul  ing, which works much as strict-
coscheduling, except that when vCPUs are reschedule  d following a skewed incident, the
vmkernel now only has to reschedule any skewed vCPU s and any vCPUs with pending
work.

For example: if a multi-processor VM contains vCPU s 0,1,2 and 3 and vCPU1 is skewed,
but VCPUs 0,2, and 3 are not skewed. If vCPU2 reque sts to be scheduled to run, then
vCPUL must be co-started, but vCPUO and vCPU3 do no t have to be co-started. This
ensures that the skew between vCPU1 and vCPU2 will  be minimized. The ESX scheduler
will also still try to co-start vCPUO and 3 opportu nistically, but this is not a requirement to
scheduling vCPUL..

v

Vv
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VM CPU Settings and Recommendations

Available Settings
Shares — priority under contention
Reservation — guarantee
Limit — maximum
Processor Affinity — pins VCPUs to specific PCPUs
SMP — provides more than one VCPU to a VM
Hyperthreading — any sharing, no sharing, internal only
Recommendations
Set shares, limits, reservations at resource pool, instead
Avoid processor affinity
Limit the use of SMP

Several CPU related settings are provided per VM

Shares — Shares represent priority under contention. If CPU contention occurs, the
available CPU cycles are time sliced among the comp  eting VMs based on their relative
amount of shares. High CPU shares = 2 times Normal =~ CPU shares = 4 times Low CPU
shares. The share-based time slicing is only appli  ed when the CPUs are under contention.

W

> Reservations - We could guarantee a specific amount of cpu cycles per VM using
Reservations.

= Processor Affinity - We could force a VM to execute only on specified pCPUs using
Processor Affinity.

> SMP (Symmetric Multi- Processing) - We could provide more than one vCPU to a VM using
SMP

> Hyperthreading - If the hardware provides hyperthre  ading, then we could use it to double

the number of logical cpus (two logical cpus per co re) Now, each virtual cpu can be
mapped to a logical CPU. Per VM, settings are avai lable to control how the logical CPUs
can be shared when hyperthreading is enabled: any sharing, no sharing, internal only.

> For more details, see page 20 of the Resource Manag ement Guide:
http://www.vmware.com/pdf/vi3_301 201 resource_mgmt .pdf

Recommendations:

> Use VM-based shares, limits, and reservations spari  ngly. Instead use similar settings at a
higher level on resource pools to simplify manageme nt and support.

> Avoid processor affinity because it often makes the vmkernel's scheduling duties more
difficult and because it breaks VMotion.

> Only use multi-processor VMs whenever the VM’s gues  t operating and application will
truly benefit and the end-user can see a clear impr ~ ovement.

> If the hardware and BIOS provide hyperthreading, co  nsider enabling it as it tends to
improve the throughput and reduce the cpu ready tim e, however, it does not help in all
@] situaEif‘)Fse. _Typically, leave the default “any shar ing” setting.



Quick Review: RAM Sharing

Limit and Reservations

The amount of RAM allocated to a VM is between its
Reservation and Limit

VMkernel can adjust this amount due to current workload
Transparent Page Sharing

Identical pages of V-RAM point to a single page in P-RAM

Reduces the Load on the Physical RAM ~ /1fon ymean VILRAY

May Reduce by up to 30%

Hardware RAM

Vv

When a VM is running, the vmkernel grants a specifi ¢ amount of physical RAM that must
be at least as much as the VM’s reservation and no  greater than its limit. The vmkernel
attempts to grant enough RAM to meet the immediate needs of the VM without needlessly
over committing or wasting RAM. The VMkernel tends to grant all physical RAM that is
configured for the VM as it boots, then reclaims so me of the RAM as the VM runs.

Vv

In order to reduce the amount of used physical RAM the vmkernel provides Transparent
Page Sharing, which facilitates identical virtual R~ AM pages from multiple VMs to
simultaneously point to the same physical page of R AM. In the example, the two VMs on
the right contain the identical page of virtual RAM and the VM on the left contains the same
page twice. All four instances point to the same ph  ysical page. If one VM needs to update
the page, it will first be copied and its pointer w ill then be moved.

> In situations where all the VMs use Win2x guest ope  rating systems, the reduction of
utilized physical RAM has been measured up to as mu  ch as 30%.
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Quick Review: RAM Sharing (Continued)

Ballooning

RAM can be borrowed from one
VM and given to another VM.

Requires VMware Tools Steals RAM from the Rich and gives to

the Poor!
VM’s Guest O/S Identify Which
RAM to Reclaim

Guest O/S May Swap Data
Internally

> Ballooning is a mechanism that allows RAM to be rec  laimed from another VM that is
currently allotted more than it actually requires. The VM with the extra RAM is forced to
relinquish the additional RAM, which is then provid ed to the VM that has an immediate
memory requirement.

= Ballooning requires that VMware Tools be installed in the VM, and that the vmmemctl
driver is running. Through this driver, the vmkern el is able to monitor how the VM’s guest
O/S is utilizing memory in order to identify idle d ata. The vmmemctl driver attempts to
claim more RAM from the VM'’s guest operating system in order to force the operating
system to internally swap idle data (for Windows, i tis paged to pagefile.sys). The vmkernel
can then reclaim the associated physical RAM and pr ~ ovide it to the needy VM.

> Whenever no more unused physical RAM is available, then additional VM RAM requests
may require swapping data to the VM'’s swap file.

> For more details, see the whitepaper on the Role of Memory in ESX Server 3:
http://www.vmware.com/pdf/esx3_memory.pdf

() vmware:
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VM RAM Settings and Recommendations

Available settings
Configured RAM (This is the amount of RAM the guest O/S sees.)
Shares — priority under contention
Reservation — guarantee
Limit — maximum
Recommendations
Set shares, limits, reservations at resource pool, instead
Real World Example

Set RAM Reservation = Configured RAM on a SQL Server that was
expected to make good use of all its available RAM

Several RAM related settings are provided per VM

Configured RAM — this is the amount of physical RAM that the guest operating systems
always reports.

Limit — this is the maximum amount of physical RAM t hat the vmkernel can provide to the
VM. By default it is unlimited, making the value o f the Configured RAM the actual limit. By
default, the most physical RAM allocated to a VM is the value of its Configured RAM. If
desired, the Limit can be set to reduce amount of p  hysical RAM that can be allocated to a
VM

Reservation — this is a guaranteed amount of physica | RAM that will be provided to a VM.
By default it is zero.

Shares — priority under contention

For more details, see page 20 of the Resource Manag ement Guide:
http://lwww.vmware.com/pdf/vi3_301_201 resource_mgmt .pdf

W

Vv

\

Vv

\

Recommendations:

> Use VM-based shares, limits, and reservations spari  ngly. Instead use similar settings at a
higher level on resource pools to simplify manageme nt and support.

> If a VM's application is expected to use a specific amount of RAM continuously, then
consider setting its RAM Reservation accordingly.

Real World Example:

> A customer had a traditional, physical SQL Servert  hat originally was configured with 1 GB
RAM. Due to slow performance, they increased the R AM to 2 GB and noticed a dramatic
improvement. According to Performance Monitor, pra ctically all 2 GB or RAM was being
used by SQL Server for caching and buffering. When migrating this to a VM, we chose to
set the RAM Reservation = Configured RAM =2 GB, to  ensure this VM had sufficient RAM
at start-up, without the threat of any ballooning o r swapping

() vmware:
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Quick Review: Disk and Network Sharing

Disk space is pre-allocated

LUN-based VMFS

VMs compete for available disk
bandwidth (Disk 1/0)

Bandwidth includes Adapter 1/O
bandwidth and Drive 1/O speed i <:> ‘ @

Implemented by using Virtual Switches and
Virtual Port Groups. Virtual Nics are
connected to Port Groups configured on
- Virtual Switches, which are connected to
338 188 physical Nics.
s
e Nic Teaming is important for redundancy and
performance.

Physical Network

> By default, disk space for VMs is pre-allocated. For example, if you create a 20GB virtual
disk for a Windows 2000 VM'’s C: drive, a 20GB vmdk file is immediately created. The file
does not grow over time. At a command level, a VM’ s virtual disk can be configured to be
thin provisioned, meaning it grows as needed. Howe  ver, this is not typically
recommended.

= Since virtual disk sizes are pre-allocated, VM’s do not compete for disk space. They
compete for disk I/0 (bandwidth), which includes th e hardware throughput (1/0Os per
second, MB per second of the read-write heads, and bandwidth via SCSI or fiber adapters).

> VMs typically use one or more virtual Ethernet adap  ters (vNic), which should be connected
to VM Port Groups that are configured on virtual Et ~ hernet switches (vSwitch). Each
vSwitch can have none, one, or more than one physic  al Ethernet adapter (pNic) connected
for uplink to the physical network.

2 This allows many vNics to share the same pNics.

> For critical VMs, at least two pNics are connected to the vSwitch to provide redundancy.
Connecting two or more pNics to the same vSwitch is called Nic Teaming (or Nic Bonding).

() vmware:
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Quick Review: VirtualCenter Performance Features

Features

VMotion — hot migration

DRS Clusters — automatic
load balancing using VMotion

DRS = Distributed Resource
Scheduler

100% of New Age Technologies’ customers use VMotion

75% of New Age Technologies’ customers use DRS fully
automated.

VirtualCenter provides features for improving perfo rmance and utilization.

> VMotion — can be used to hot migrate VMs from one bu sy Host to a less busy Host.

= VMware DRS (Distributed Resource Scheduler) Cluster  — a cluster of ESX Servers can be
configured with DRS, which provides automatic load balancing by automatically using
VMotion to migrate VMs to other less-utilized Hosts in the cluster.

>

DRS Cluster Based Resource Pools — objects usedto ¢ ontain VMs and where policies that
are similar to those set per VM can be configured.

Recommendations:
= Always configure VMotion
> Fully Automate DRS

Real World Examples:
100% of New Age Technologies’ customers that use VMware Infrastructure 3 also use VMotion

75% of New Age Technologies’ customers that use VMware Infrastructure 3 also use DRS fully
automated.
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DRS Recommendations

Fully automate DRS.

Aggressiveness Controls — set to 3 or 4 stars.

Create anit-affinity rules to separate certain VMs:
Such as, AD controllers in VMs

Create affinity rules to keep together certain VMs
Like three nodes of a 3-tier web application

Keep the DRS cluster size to 8 hosts or fewer

Use cluster-based resource pools

Use the default value of 300 seconds intervals, but this can be
changed in vpxd.cfg

More Recommendations for VMware DRS

Fully automate DRS.
Aggressiveness Controls — set to 3 or 4 stars to prevent thrashing
Create anit-affinity rules to separate certain VMs, such as:
AD controllers in VMs
Redundant terminal servers
Create affinity rules to keep together certain VMs
Like three nodes of a 3-tier web application

Keep the DRS cluster size to 8 hosts or fewer. Although many larger pools have been implemented by
others, many have reported issues. The engineers at New Age Technologies has always chosen to
manage smaller pools without any issues.

Use cluster-based resource pools

> The frequency with which the DRS algorithm is invok ed for balancing can be controlled through the
vpxd configuration file, vpxd.cfg, with the followi ng option:

<config>
<drm>
<pollPeriodSec>
300
</pollPeriodSec>
</drm>
</config>

> The default frequency is 300 seconds, but it can be set to anything between 60 seconds and 3600 seconds.
Users are discouraged from changing the default val ue. This is recommended only in specific cases
where the user would like to invoke the algorithm less frequently at the cost of potential loss in throughput.
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Quick Review: Resource Pools

Containers defined across a cluster of hosts

Place to attach performance related policies

12 GHz Total

12 GHz Total

32 GB RAM

32 GB RAM

ESX 1

Test RP
Limit CPU = 8 GHz
Limit RAM = 10 GB

VirtualCenter also provides Cluster-based Resource
in VirtualCenter that can be used to contain sets f
policies. The policies include Reservations, Share
for CPU and RAM.

Real World Example:
For example, as illustrated, a resource pool named

containing two hosts. The pool has been limited to

ESX 2

Pools. Resource pools are objects built
or VMs and to attach performance related
s, and Limits, which can be configured

Test RP has been defined in a DRS Cluster

8 GHz of CPU resources and 10 GB of

RAM resources, although much more CPU and RAM is av  ailable in the cluster.

Collectively, all the VMs running in the Test RP po
these defined limits.

() vmware:
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Resource Pools Recommendations

B

Dev / Test Q/A — Staging
Shares = Low Shares = Normal Shares = High

Keep it simple
Shares = Low Shares = Low Shares = Low

Use Shares

The first step is typically to configure VMWare DRS in full automation mode to provide hands-
free load balancing. The next step is typically to configure resource pools to organize VMs
and to place various resource policies on each set of VMs.

Recommendations:

= Although resource pools can be configured to be ver y complex, with multiple pools, child
pools, expandable reservations, etc., itis often b est to keep the resource pool
configurations simple. Typically, only 2 or 3 pool s should be defined at the same level.

> Use shares over reservations and limits in many sit uations. It does not result in unused
resources or failures to start VMs.

Real World Examples:

> A commonly used example is illustrated here. Thec  ustomer has chosen to run all VMs
from Development / Test, Quality Assurance / Stagin g, and Production environments on
the same set of servers. To accommodate this, we ¢ hose to:

Place the hosts in a DRS Cluster
Configure 3 resource pools with varying CPU and RAM Shares values

Sub-divided the Production Resource pools into 3 sub-pools to allow higher priority (higher
shares) to placed on more critical production applications.

> Other clients may prefer to place a

() vmware:
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ESX Server Sizing

Provide adequate resources for VM usage plus overhead.

Use tools such as: VMware Capacity Planner and PlateSpin
PowerRecon

Determine the expected, average CPU, RAM, Disk I/O, and
Network I/O under peak usage for theVMs.

Plan for overhead

The first key to Performance Tuning is to properly size the resources in the ESX Servers.
Providing adequate processor, memory, disk, and net  work resources will minimize the
need to aggressively adjust resource settings and f ine tune the performance. Although
resource sizing is actually a full topic of discuss ion by itself, let's look at some of the
major considerations that most directly affect reso urce management and performance.

= The key is to provide sufficient resources to meet the current combined needs of all the
running VMs, plus sufficient room for overhead.
= When planning large-scale P2V migrations, New Age T echnologies (NAT) uses tools like

VMware Capacity Planner and PlateSpin PowerReconto  collect, analyze, and build
scenarios. Our intention is to collect data for 30 or more days to determine the average
CPU, RAM, Disk I/O, and Network 1/0 under peak usag e for the servers to be migrated. Our
designs typically provide sufficient hardware resou rces to meet this load plus handle the
virtualization overhead.

> Naturally, the design typically includes sufficient resources for the expected growth.

> VMware Capacity Planner: This is a tool used by Ne  w Age Technologies and other VMware
Authorized Consultants as part of a Virtualization Assessment

> References:

VMware Virtualization Assessment: http://vmware.com/files/pdf/services/consserv-
virtualization-assessment-datasheet.pdf

Platespin PowerRecon: http://platespin.com/products/powerrecon/
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Overhead estimates — CPU and RAM

CPU:
Additional 10%

RAM :

Service Console — 272 MB by
default, 800 MB max

VMkernel (base plus drivers)
— allow for 200 MB

Per VM — approximately 100
MB per VM

> CPU - add 10% to the expected average CPU utilizatio n of the VMs at peak time — this is just
a conservative estimate. Typically, the CPU overhead from the Service Console, vmkernel, and
each VM is less than this amount. If desired, the Performance Tab or the esxtop command can
be used to precisely measure the actual amount of CPU overhead for each of these processes.

> RAM :
Service Console — 272 MB by default, 800 MB max

VMkernel (base plus drivers) — allow for 200 MB, but the amount could be smaller,
depending on the specific device drivers that are needed. This amount is Not configurable.

Per VM — approximately 100 MB per VM — actually, the number varies from 79 MB to over
300 MB, depending on the guest O/S, number of CPUs, and RAM size. See page 128 -
Resource Management Guide.

On an existing ESX Server, these values are visible at Configuration Tab — Memory, which shows the
current Service Console, System (vmkernel plus device drivers), and VM Memory usage.

Reference: Resource Management Guide
http://vmware.com/pdfivi3_35/esx_3/r35u2/vi3_35 25  u2_resource_mgmt.pdf

() vmware:
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Other Sizing Related Decisions

Fully Automate DRS?
Number of hosts per cluster
Maximum number of off-line hosts per cluster

Adequate spare capacity per host

Allow 1 Allow 2

NN =mm

Other major resource sizing considerations include:

Vv

v

Vv

DRS Automation — will DRS be configured in a fully automated mode and be relied upon as the
major tool for ensuring that VMs are performing well?

DRS Cluster Size and Number of Hosts per Cluster —  If DRS will be configured, then how
many hosts will be in each cluster? The maximum number is 32, but often we prefer to limit the
size to 8.

Maximum Number of Off-Line Hosts per Cluster —  How many hosts in each cluster will be
permitted to be simultaneously off-line due to scheduled maintenance or emergency?

Adequate Spare Capacity per Host — The decisions above will directly affect the planned
amount of spare CPU, RAM, Disk 1/0O (bandwidth of the Storage Adapters, not the Data Transfer
rates of the disk drives, in this case), and the Network 1/O capacity per host. For example, a
cluster of three hosts should leave 33% spare RAM capacity to permit a single host failure, but
should leave 67% capacity to permit dual host failures.

() vmware:
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VM Disk / Storage and Recommendations

Disk Settings:
SCSI Adapter Type: BusLogic or LSI
Disk location and size.
Disk Type:
Thick eager-zeroed, Thick lazy-zeroed
Thin
Disk Shares — priority under contention
Recommendations:
Use the default SCSI type in most cases
Consider using Eager-zeroed disks in special cases

Several settings related to disk and network are pr  ovided per VM:
= Disk:
SCSI Adapter Type: LSI or Bus Logic
Disk location and size.
Disk type — ESX Server supports multiple types:
Thick — Thick disks, which have all their space allocated at creation time, are further divided into two types:

Eager-zeroed — An eager-zeroed thick disk has all space allocated and zeroed out at the time of creation. This
extends the time it takes to create the disk, but results in the best performance, even on first write to each
block.
Lazy-zeroed — A lazy-zeroed thick disk has all space allocated at the time of creation, but each block is only
zeroed on first write. This results in a shorter creation time, but reduced performance the first time a block is
written to. Subsequent writes, however, have the same performance as an eager-zeroed thick disk. This is
the default
Thin — Space required for a thin-provisioned virtual disk is allocated and zeroed upon demand, as opposed to
upon creation. There is a higher 1/0 penalty during the first write to an unwritten file block, but the same
performance as an eager-zeroed thick disk on subsequent writes.

Disk Shares — priority under contention

Recommendations:

> Typically, use the default value, which depends on the choice of guest operating system. For example, use LSI
for Windows 2003 and up and use Bus Logic for Windo ~ ws 2000. Ensure that VMware Tools is installed in  the VM
to ensure that the best driver is in use.

> However, if a Windows 2000 server’s I/O performance  is suspect, changing the device type to LSl and in  stalling a
compatible driver in the guest operating system may make an improvement, depending on the specific wor  kload.

> Store virtual disks in VMFS datastores built in LUN s having RAID types that best fit the need of the so  ftware

applications.

> The vmkfstools command can be used to create Eager-  zeroed virtual disk files, which take longer to cre  ate, but
result in faster performance of the VM. But, this requires command based interactions to configure. Typically, it
is not worth the effort. New Age Technologies has used eager-zeroed disks in less than 1% of its
implementations.

() vmware:
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Real World Example

For a particular MS SQL Server:
Separated O/S, database, and transaction logs
Database — RAID 5
Transaction Log — RAID 1
Set disk shares = High

Configured disks as eager-zeroed

In other cases, the SQL Server could have used Raw
Device Mappings, instead of shared datastores and
eager-zeroed virtual disk files.

For a particular disk 1/0O intensive MS SQL Server a t a specific customer site, the customer
wanted to follow the best practices for RAID recomm endations from Microsoft. They also

wanted to use virtual disks stored in Fiber-based V.~ MFS LUNs being shared with other VMs.

W

We separated O/S, database, and transaction logs in  to three separate virtual disk files. We
store each in separate VMFS datastores on separate ~ LUNSs, being shared with other VMs.

Database — RAID 5
Transaction Log — RAID 1

> Set disk shares = High for the SQL Server VM and di sk shares = Low for the other VMs
sharing the same datastores.

Configured disks as eager-zeroed

\

More frequently, customers with similar disk 1/0 in tensive VM-based SQL Servers may choose
to simply use Raw Device Mappings, instead of share  d datastores and eager-zeroed virtual
disk files.

() vmware:
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LUN Planning

Maximum number of LUNs per host = 256
Maximum single extent VMFS volume =2 TB

Planning “Sweet Spots” — these are not hard limits, but are
values that have proven to be very successful:

Limit each cluster with a maximum of 20 shared LUNs
Separate LUNSs for Dev, Q/A, and Production

Limit 10-20 VMs per LUN

Leave 10 — 20% spare capacity per VMFS

The “Sweet Spots” above are typical choices made by New Age Technology engineers during
LUN Design. Typically, this results in no signific ant disk I/O contention.

() vmware:
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Tiered Storage

Classifications (Tiers) can be established based on application
needs

Separate LUNS to meet Tier needs
Tier Considerations:

RAID type

Number of spindles

VM to LUN ratio

Raw Disk Mapping (RDM) or VMDK file
Other non-performance factors, such as Storage replication needs

> In larger environments, tiered storage is used. In other words, multiple LUN configurations
are used to meet multiple needs and Service Level A greements, rather than a one-size-fits-

all LUN configuration.

() vmware:
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Recommendations / Examples

Provide separate LUNSs for Production and Test
Configure LUN characteristics to suit applications

Real World Example:
Tier 1 - 200 GB, RAID 10, 4 VMs per lun,

Tier 2 - 500 GB, RAID 5, 10 VMs per lun
Tier 3-1 TB, RAID 5, 20 VMs per lun

Recommendations:

= Provide separate LUNSs for Production and Test
software applications you run in the

Configure LUN characteristics to suit the specific

>
VMs. VMware ESX Server does not “care” which RAID |

choose.

Real World Example.
A customer configured 3 tiers of LUNs with the foll

Tier 1 - 200 GB, RAID 10, 4 VMs per lun,
Tier 2 - 500 GB, RAID 5, 10 VMs per lun
Tier 3-1TB, RAID 5, 20 VMs per lun

Other customers have selected similar approaches.
of the drives and the number of spindles (physical

used for striping, the faster the 1/O is expected.

() vmware:

evel and other characteristics you

owing configurations:

Other variables included varying speed
disks) involved. The more spindles
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More on Disk I/0O

Number of Outstanding Disk requests per Vm

32 by default

Disk.SchedNumReqgOutstanding

F/C HBA queue size

esxcfg-module -s gl2xmaxqdepth=64 gla2300_707_vmw
Properly aligned VMFS partitions with tracks

Use fdisk in expert mode to manually set the starting block number.
In pre-Windows 2008 VMs, use diskpar.exe to force alignment
Recommendations:

Increase VM and HBA queue sizes if analysis indicates they are too
small.

When scripting VMFS volume creations, use expert mode

By default, VMs are allowed to queue 32 disk reques  tsin ESX 3.5. This value can be modified with
the advanced setting: D isk.SchedNumRegOutstanding

A

v

Recommendation: If Disk.SchedNumReqOutstanding is increased, consider i ncreasing the
corresponding HBA's queue depth.

wvy

Most Host Bus Adapters allow their queue sizestob e adjusted. For example:

Configure maximum queue depth on QLogic Fibre Channel adapter, to adjust the maximum queue depth on
a QLogic 2300 to 64:

esxcfg-module -s gl2xmaxqdepth=64 qla2300_707_vmw

vr

Building VMFS-3 datastores via the VI Client always result in properly aligned VMFS volumes. When
building VMFS datastores via the command line, use the expert mode for fdisk. Fdisk is the utility

used to create disk partitions. It provides a sub-  command environment, where specifying ‘X’

instructs fdisk to use its expert mode. For exampl e, if the disk /dev/sda is the disk to be partition  ed,

then:
fdisk /dev/sda
X enter expert mode
b specify beginning block
1 partition number
128 block number

> In some situations, the Guest O/S must also aligni  ts partitions. Typically, this can be accomplished
using the diskpar.exe (not diskpart.exe) to create a 1MB dummy partition aligned on a 32 KB
boundary. All subsequently created partitions will now be aligned.

Detailed Partition Alignment Reference: http://dow  nload3.vmware.com/vmworld/2005/sIn521.pdf
(beginning on page 21)
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Network Design /
Recommendations

Virtually anything
is possible.
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Basic Network Design Recommendations

Isolate traffic types on separate subnets

Provide redundancy via Nic Teaming

Sufficient amount of Nics for expected load

Plus one extra for redundancy

Connect Nics in a team to separate physical switche

Connect ports in dual-port cards to separate
vSwitches

> VMware recommends dedicating a physical network con nection to Service Console for
many reasons, including isolating its traffic to pr event it from competing with VM network
traffic.

= Likewise, separate physical network connections sho uld be dedicated to VMotion and
iISCSI traffic

= Use Nic Teaming for VMs, with sufficient number of Nics to handle its expected load, plus
one more for redundancy.

= Often, various categories of VMs, such as Productio  n VMs and Test VMs should also use
dedicate physical connections.

>

In scenarios, where we may have to choose between d  edication and redundancy, the use
of VLAN tagging and Active / Standby Ports may be u  seful.

Real World Example:

> For more details on VLan Tagging: http://www.vmware .com/pdf/esx3_vlan_wp.pdf
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Real Example

dual-port Nics, , VLAN 101 , VLAN 102 was used for Vmotion
traffic, VLAN 200 . and VLAN 300 .

Virtual Machines

Service Console Motion

v iSCs!
(management) (hot migration) p (IP Storage 1/0)
Port Port Port

() o (%)

VSwitch vSwitch1 vSwitch2

Active = SC Active =Vmotion
Standby = VMotion Standby =SC

VmnicO Vmnicd Vmnic3 Vmnics
(On-board (Add-on Nic (Add-on Nic (Add-on Nic
port 0) 1 port Q) 0Oport 0) 1 port 1)

pSwitch2
Each connection to the

physical switches is to
802.1q Trunk Ports

> Areal world example is provided.

Vv

Sample virtual network design performed by New Age Technologies for customer, where the host
had three dual-port Nics, iISCSI storage was used, VLAN 101 was used for management, VLAN
102 was used solely for Vmoation traffic, VLAN 200 was the Production LAN, and VLAN 300 was
for IP storage only.

= We decided to provide full dedication and redundancy to the VMs and to iSCSI. We teamed
Service Console and VMotion together, but under normal conditions, provided a specific Active
physical connection for each.
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Virtual Ethernet Choices

Flexible

AMD PCNet

VMware PCI Ethernet Adapter
Enhanced VMXNET

Only for certain guest operating systems

Allows jumbo frames and TSO

Paravirtualized

Optimized to work with vmkernel driver

Only supported for some guest operating systems

A

Flexible — Without VMware Tools installed, Windows 2003 drivers detect this adapter as an AMD PCNet
adapter whose speed is 10 Mbps. With VMware Tools supplied drivers, the same virtual adapter is detected
as a VMware PCI Ethernet Adapter whose speed is 1000 Mbps.

Enhanced VMXNET — is required to allow jumbo frames or TCP Segmentation Off-load (TSO). Itis only
supported for specific guest O/S’s. For example, it is not supported for Windows 2003 Standard Edition, but
is supported for Windows 2003 Enterprise Edition. In order for the virtual adapter to successfully use jumbo
frames, the virtual switch must be configured to support jumbo frames, using a command such as: esxcfg-
vswitch -m 9000 vSwitchl

W

The use of Jumbo Frames also require that the physical Nics and physical Ethernet switches are configured
to use Jumbo Frames. For example, on some Cisco switches the following command can be used to
configure the use of jumbo frames: system mtu jumbo 9000 .

Vv

Paravirtualized devices are those whose drivers are well aware they are running in a VM and are optimized
to work with physical Nic drivers in the vmkernel to improve throughput. With ESX Server 3.5, this is
currently only available to Linux based VMs. Paravirtualization means the same as enabling the virtual
machine interface (VMI), used for communication between the guest operating system and the hypervisor,
thus improving performance and efficiency. ESX VMI support can be enabled for a virtual machine through
the VI Client by selecting Edit virtual machine settings, choosing the Options tab, selecting
Paravirtualization, then marking the box next to Support VMI Paravirtualization. This setting reduces the
number of available PCI slots in the guest operating system running in that virtual machine by one. There is
no performance benefit to enabling VMI for a virtual machine running a non-VMI operating system.

Reference — Paravirtualization in VMware: http://www.vmware.com/files/pdf/VMware_paravirtualization.pdf

The performance difference between the various virtual Ethernet adapters types often depend on the workload.

Reference - Comparison of Performance of Virtual Ethernet Adapters:
http://www.vmware.com/files/pdf/perf_comparison_virtual_network_devices_wp.pdf
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Configuration for Jumbo Frames

Configure entire physical path to support Jumbo
Frames

Choose the Enhanced VMXNET for each VM.
Change Nic settings within the Guest OS

Configure virtual switch:
esxcfg-vswitch —m 9000 [vSwitchX]

Test that jumbo frames within a VM:
ping —f - 8970 <ip address>

Enhanced VMXNET is a new option that is typically ¢~ hosen in situations, where the VM will be

Vv

Vv

configured to use Jumbo Frames, with the goal of im proving its networking throughput. It
is supported only for a limited set of guest operat ing systems, such as Windows 2003
Enterprise and Datacenter Editions, but not Standar  d Edition. To configure the VM to use
jumbo frames, selecting the Enhanced VMXNET is only one step. Here are the steps:

Both end points and all devices in the communicatio n must support Jumbo Frames

The Enhanced VMXNET must be used in the VM to use j umbo frames, but is only
supported for some guest operating systems, such as Windows 2003 Enterprise Edition,
not Standard Edition.

VNIC guest properties must be manually changed with in the Guest OS to change the MTU

to 9000. For a Windows 2003 VM, use the Advanced ta b in the Properties window for the
VMware PCI Ethernet Adapter to increase the MTU siz e to 9000.

To check if Jumbo Frames are enabled for a particul ~ ar switch:
esxcfg-vswitch —| (Check the MTU column)

To enable jumbo frames on a virtual switch:
esxcfg-vswitch —m 9000 [vSwitchX]

To test that jumbo frames is working well within a VM use this command:
ping —f - 8970 <ip address>

To create a Vmkernel port with Jumbo Frames support
esxcfg-vmknic —a —i <ip address. —n <netmask>-m 90 00 <port group name>

() vmware:
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Addressing Performance Issues

Use performance graphs or esxtop to analyze
CPU Ready Time = CPU contention indicator
Performance graph — reported in ms per vCPU per VM
esxtop — reported in percentage
Ballooning / Swapping = RAM contention indicators
Disk queuing = disk 1/0 contention indicator:
Not shown in performance graphs, use esxtop
Packets dropped = network contention indicator

If I am suspicious that CPU contention exists betwe  en multiple VMs, | look at CPU Ready
Time. Arule of thumb is that if the ready time is 5% or greater, then | should take action.
In the Performance Graphs, choose the VM, examinet he performance graph for CPU, and
determine if the value for each 20 second sample is 1000 milliseconds or more.

For RAM contention suspicions, look for non-zero ba llooning and swapping values. If
non-zero values appear, esxtop can be used to take  a closer look. It will provided better
indicators such as the number of pages per second.

Utilization could be useful too, but the Ready Time , Ballooning, and Swapping are more
direct contention indicators.

The Performance Graphs still do not appear to displ ay the Disk I/O contention indicator,
which is Disk Queing. To see this value, use the e  sxtop command and look at the QUED
value.

No value for “network queuing” appears to exist. Th e best network contention indicator
appears to be the number of packets dropped by the physical Ethernet adapter.

() vmware:
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esxtop

Interactive, updates every 5 seconds by default

Can collect data in a batch more;
esxtop -b —d 300 >> results.csv
-b = batch
-d = change samling to every 300 seconds
Can be viewed with Excel or Windows Performance Monitor
~./esxtop3rc = configuration file for precise control

Vm-support can also be used to gather stats to be replayed in
esxtop

resxtop — available in Remote CLI

Typically esxtop is used interactively, where its output is updated every five seconds, by default. It
provides interaction options to display CPU, RAM, Disk, and Network statistics. It allows the user
to make many selections, such as which fields to display and the refresh interval.

Esxtop reads its default configuration from ~/.esxtop3rc. This configuration file contains five lines.
The first four lines contain lower and upper case letters to specify which fields in what order
appear on the CPU, memory, storage and network panel. The letters correspond to the letters in
the Fields or Order panels for the respective esxtop panel. The fifth line contains information on
the other options. Most important, if you have saved a configuration in secure mode, you will not
get an insecure esxtop without removing the s from the fifth line of your ~/.esxtop3rc file. A
number specifies the delay time between updates. As in interactive mode, typing ¢, m, d, or n
determines the panel with which esxtop starts. Note: Editing this file is not recommended.
Instead, select Fields and Order in a running esxtop process, make changes, and save this file
using the W interactive command.

The VMWare Remote CLI provides the command resxtop , which functions just like esxtop, only it
runs remotely.

References — esxtop and resxtop — Resource Management Guide — Appendix A:
http://vmware.com/pdf/vi3_35/esx_3/r35/vi3_35 25 resource_mgmt.pdf
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35



Esxtop Basics

Press c for CPU
Press M for memory
Press N for network
Press D for disk

Press h for help
Press f for fields
Press e for expand

> Here is a screenshot and quick notes about how tou  se esxtop.

() vmware:
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VM CPU Analysis

%RDY — clearest CPU contention indicator
%CSTP — high value indicates co-scheduling overhead

Idle world for each logical CPU in host — indicates how much
more work each CPU could perform

%USED — amount of CPU load incurred by the world
vmm#: vmname — main indicator of VM’s workload

vepu-# - primarily indicates workload for virtualiza tion of 1/0
devices

Recommendations:
5% Ready Time can be a concern
Corresponds to 1000 ms in Performance Graphs

= The CPU Ready Time (%RDY) is the clearest indicator  of CPU contention.

= %USED indicates the amount of workload a VM places  on a physical core. It can exceed
100%. if a vm has 2 vCPU, this value could reach % 200

= The %CSTP column in the CPU statistics panel shows  the fraction of time the VCPUs of a
VM spent in the "co-stopped" state, waiting to be " co-started". This gives an indication of
the coscheduling overhead incurred by the VM. Ifth  is value is low, then any performance
problems should be attributed to other issues, and not to the coscheduling of the VM's
virtual cpus.

= Idle process (1) can be expanded (with €) to show t he idle percent time for each cpu. This

indicates how much slack time each cpu has -orino  ther words, how much more work the
cpu could do.

vmmoO:vmname, vmmZl:vmname - For each virtual CPU prov  ided to the virtual machine,
esxtop displays a virtual machine monitor (VMM) wor Id. This world performs the majority
of the work required to execute and virtualize the virtual machine’s code (operating
system, application, and hypervisor).

> vcpu-# — ESX Server creates a vepu-X world to assist  the VMM world for each virtual CPU.
The primary work of this world is virtualization of I/0O devices.

\

Recommendations:

> If a VM is responding slowly and CPU contention is suspected, examine the %RDY column
for the VM. Ifitis less than 5%, thenitistoo insignificant to be the issue. If it is greater
than 5%, then making adjustments such as increasing the VM’s CPU Shares should
improve its performance.

2 In the performance graphs, a value of 1000 ms fora  VM’s vCPU corresponds to 5% ready
time.
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VM Memory Analysis

If the Performance Graphs indicate some Ballooning
MCTLSZ, MCTLTGT, and MCLTMAX
Examine the disk 1/0 for the VM
Use the guest O/S to examine paging

If Performance Graphs indicate some VM swapping ...
Use esxtop to further analyze
Examine these values for the VM:

SWW/s = swap file writes per second
SWR/s = swap files reads per second

If memory contention exists on a host, then balloon ing typically occurs first, followed
possibly by swapping. Typically, heavy ballooning h as only a very slight impact on guest
performance, because it has only swapped idle data.
= Ballooning Analysis — if the performance graphs or e sxtop indicate that some ballooning
has occurred, then:
In esxtop, examine the MCTL? value. This should equal “Y” to simply indicate that the balloon
driver is enabled.
The counters MCTLSZ, MCTLTGT and MCLTMAX can be used to examine the current data
and maximum data sizes for ballooning.
To gain a better perspective of possible performance impact, use tools within the guest O/S,
such as Windows Performance Monitor, to examine paging statistics.

Alternatively, use the performance graphs or esxtop to examine the disk I/O for the VM

Likewise, swapping some data to the VM’s swap file may not be a big issue, if the data was
idle, and is not being re-read from the swap file. The real issue would be if the swapping
has resulted in increased disk 1/0 due to swapping data in and out of the swap file.

v

Examine these values in esxtop to determine if the frequency of paging to disk per VM:
SWW/s = swap file writes per sec,
SWR/s = swap file reads per second

vvy

> Other esxtop values exist that describe the amount of data being swapped, such as
SWCUR and SWTGT, but SWW/s and SWR/s are better ind icators of performance related
issues.
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Esxtop Memory Header Details

PMEM - physical memory
VMKMEM - vmkernel memory usage.

COSMEM - Service Console memory usage

PSHARE — page sharing statistics
SWAP—swapping statistics.
MEMCTL — ballooning statistics

The header shows host data that affects all virtual machines running on the host.

-
=

vvw

vV

The physical memory row (PMEM) shows the total RAM installed on the system, the

amount used by the service console (cos), the memor  y used by the VMkernel (vmk), and
other statistics.

VMKMEM—shows memory statistics for the ESX Server V. Mkernel.
COSMEM—displays the memory statistics reported byt ~ he ESX Server service console.
PSHARE—displays ESX Server page sharing statistics.

SWAP—displays ESX Server swap usage statistics.

MEMCTL—displays statistics for the memory balloon d river.

() vmware:
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Disk 1/0 Analysis

“u” — LUN statistics
“e” — stats per VM world
QUED - contention indicator

GAVG/cmd — latency per command
ABRTS/s

Esxtop can be useful to analyze disk 1/O related ac tivity.

= Type “d” to see adapter activity

> Type “u” to activity per LUN. This can be expanded (  e) to show activity per world (vm), including
number of currently active commands (ACTV), number of current queued commands (QUED), the
number of Reads per second (READS/s), etc.

= The LOAD counter provides an estimate of the utiliz  ation of a single HBA. It represents the ratio of
the number of commands that are active or queued to the total number of commands that can be
active or queued at one time. Thus a LOAD value of 1.0 means that both the active buffer and queue
are full. At this point, the server begins failing to execute commands.

> The %USD counter provides the percentage of the que  ue depth used by VMkernel active commands.
Very high values indicate the likelihood that comm ands are queued, and you may need to adjust the
queue depths for system’s HBAs.

> VM latency counter (GAVG/cmd) shows the sum of the latencies caused by the hardware
(DAVG/cmd) and those caused by the VMkernel (KAVG/c  md). This represents the average amount
of time a disk operation takes. Aborted commands as displayed by the aborted commands per
second counter (ABRTS/s) represent commands issued by the guest operating system after it
determines that a storage request cannot be fulfill ed. Aborts are a sign that the storage system
cannot meet the demands of the guest operating syst em.

Recommendations:

> s the storage array responding at expected rates? Storage vendors provide latency statistics for
their hardware that can be compared to the GAVG/cmd values. When the latency numbers are
higher than expected, the hardware could be overwor  ked by too many servers. For example, 2-5 ms
latencies are usually a sign of a healthy storage s ystem reading data on the array cache, 5-12 ms
latencies reflect a healthy storage architecture in which data is being read randomly.

> Potential fixes may involve increasing the HBA queu e size, VM queue size, and increasing the disk
array caching. Other fixes may involve spreadingV. Ms across more LUNs, physical disks, and hosts.

() vmware:
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VM Network Analysis

Esxtop —“n”
PKTTX/s, MbTX/s, PKTRX/s, MbRX/s
%DRPTX, %DRPRX — contention indicator

In the example, a Terminal Server VM shows 20.22
packets Transmitted per second. No packets dropped

esxtop — “n” displays network statistics, where each row represents one of the following:
a physical Nic port (vmnic#) showing PKTTX/s, MbTX/ s, PKTRX/s, MbRX/s for the entire
pNic port

a VM - shows ####:vmname, where #### is the world ID  associated with one of the VM's
monitor process

other columns include dropped transmits and dropped receives: %DRPTX, %DRPRX,
whose percentages tend to rise as hardware becomes saturated - often this could be used
as the first indication of network contention issue S

Real World Example:

A Terminal Serve VM (ts1) has 2 vCPUs and 2 vmm processes, but only one is shown on the
networks stats page. 20.22 Packets are transmitted per second. No packets are being
dropped. No contentions issues exist.

a vmkernel port, displayed as #:vmk-tcpip-192.168.5  0.19, where # is O for the first vmk port,
1 for the 2nd vmk port, etc.

a SC port, 0:vswif#, where vswif# is the device nam e of the vNic port used by SC
the dropped packets are actually dropped by the har ~ dware not by the vswitch or vports

when network related slowness occurs, does the invo Ived VMs report the expected values
for Mb/sec?

at the same time, is the throughput for the corresp onding physical Nic reaching it
expectation?

if the VM is not reaching its potential, something in the VM guest O/S may be throttling it,
such as incorrect driver. If the hardware throughp ut is sub-par, it could be the negotiated
speed / duplex or an outside the box issue.
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Other Analysis

Do not share Interrupts Disable unused virtual
Wlth SerVice C0n80|e and and physica| devices

VMkernel

cat /proc/vmware/interrupts

In Configurations in which multiple physical hardwa re devices sharing the same interrupt, ensure
they are all managed by either the Service Console  or the VMkernel. Do not allow some to be
managed by one and some managed by the other. Thes e configurations require extra context
switches, having a significant impact on performanc e.

To discover such problems, start by examining the o utput of:

cat /proc/vmware/interrupts

Real Example: in the example above, the lastrow s hows that IRQ 71 is managed by both Service

->

Console (COS) and VMkernel (VMK)

Potential fixes:

If a controller sharing the interrupt line is not used (such as USB), it should be disabled. This prevents its
driver from loading.

If two or more controllers share the same interrupt line, configure them to be managed by the same
entity, such as dedicating them all to the service console or all to the VMkernel.

Alternatively, try moving a controller card to a different PCI slot; the interrupt line it uses is determined by
its physical location. Be sure to recheck all controllers for interrupt sharing after making this change.

Reference: for more details: KB article 1290 on  http://www.vmware.com/kb

Unused or unnecessary physical and virtual hardware devices can impact performance and should
be disabled. For example, windows guests poll opti cal drives (that is, CD or DVD drives) quite
frequently. When virtual machines are configured to use a physical drive, and multiple guests
simultaneously try to access that drive, performanc e could suffer. This can be reduced by
configuring the virtual machines to use ISO images instead of physical drives, and can be avoided
entirely by disabling optical drives in virtual mac hines when the devices are not needed.
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3d Party Tools

Virtugo Optimize

Dynamically adjusts CPU, RAM, and Disk Sharestoin  crease
transaction rates and reducing response times.

Appsense Performance Manager

Designed to increase the capacity of Windows server s and
achieve server consolidation by running more applic ations

per server.

Vizioncore vCharter

Designed to provide more granular statistics than
VirtualCenter, high level data aggregation, VM migr  ation

modeling.

Vv

References:

Vv

For details on these specific products:

http://www.virtugo.com/products_overview.asp — WARNI
no longer be available!!

http://www.appsense.com/products/managementsuite/
http://www.vizioncore.com

W

Vv
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Session ID: 2708
Advanced Performance Tuning in VI 3

John A. Davis
New Age Technologies

John.Davis@newat.com
502-644-2140
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